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Abstract

The outcomes of manipulation actions often depend on phys-
ical properties that are not directly observable from a single
image. A drawer may be locked despite appearing movable,
and a tall object may slide or topple depending on its fric-
tion and mass distribution. We ask when explicit information
about such a property helps a world model that already ob-
serves interaction history. Across six simulated manipulation
scenes, we compare models given the current observation,
observation history, or history with an estimated or an ora-
cle physical factor, under matched training. In scenes where
history leaves the factor ambiguous, an estimated mobil-
ity factor improves the standard motion prediction error by
only 4%, yet it reduces pushing against immovable targets
by 37%. Most of this stopping improvement comes from
constraining the predicted motion with the factor. Applying
the constraint to a history model at test time recovers 87%
of the benefit without retraining. Conditioning the learned
dynamics on the factor gives smaller, scene-dependent gains
on movable objects and reduces toppling when pushing tall
objects. A simple contact-based stopping rule still stops
better than every learned setting without oracle information.
On a real arm, the test-time constraint and the contact rule
also shorten the push against immovable targets from 195 to
152 and 40 mm. These results separate what a world model
gains by learning from physical information from what direct
constraints and contact feedback already provide.

1. Introduction
World models predict how a scene changes under a robot’s
actions and let a planner choose actions by imagining their
outcomes [2, 11, 12, 14, 66]. For manipulation, the outcome
of a push often depends on physical properties that are absent
from the image. Two cabinet doors can look identical while
one of them is locked. A bottle pushed near its top can
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slide or tip over, depending on its friction and the height
of its center of mass. A model that sees only the current
observation must guess such a property from appearance. A
model that also sees recent interaction can infer it from how
the scene has responded so far.

A natural alternative is to estimate the property with a
dedicated module and give it to the world model explicitly.
Explicit physical parameters improve adaptation and predic-
tion in several learned systems [21, 24, 64]. In world models,
the value of such information is usually judged by prediction
error. In our experiments an estimated mobility factor lowers
the moving-point error of a strong 3D world model by only
4% over a model that already sees observation history.

Standard prediction metrics need not capture the errors
that matter for planning [23, 45, 62]. The moving-point error
is measured on targets that are free to move. A planner fac-
ing a locked target, however, mainly needs to know whether
the target will move at all. A small difference in predic-
tion accuracy can therefore accompany a large difference in
closed-loop behavior. We measure the value of an explicit
factor by the decisions it changes, and we ask which part of
that value requires the factor to be inside the world model.

We build six scenes in ManiSkill [41] (Fig. 1). In four
of them the robot pushes a part of an articulated object
from PartNet-Mobility [54], which may be free, locked, or
stopped by a hidden limit. In the fifth it pushes one object in
a tabletop clutter where some objects are fixed to the table.
In the sixth it pushes a tall object whose friction and mass
distribution decide whether it slides, rocks or topples. For
each scene we train PointWorld [14], a 3D point-flow world
model, in four settings: the current observation alone, five
frames of observation history, and history with an estimated
or an oracle factor. All settings share data, architecture and
optimization, and each is trained with three seeds. We evalu-
ate every model on held-out objects by single-step prediction
and by model-predictive control. DINO-WM [66], which
predicts in the feature space of a pretrained image encoder,
serves as a second model family. On a real SO-101 arm,
we repeat the stopping comparison with PointWorld models
fine-tuned on real pushes (Sec. 4.8).
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In closed loop the estimated factor shortens the push
wasted on locked targets by 37% where history leaves the
factor ambiguous. The factor reaches PointWorld in two
ways, as an input to the learned dynamics and as a projection
of the predicted motion onto the motions it allows. Controls
show that the projection carries most of the stopping behav-
ior, while conditioning the dynamics on the factor mainly
affects how well movable objects are pushed. A simple rule
on contact force and target motion stops earlier than every
learned setting without oracle information.

Our contributions are threefold. First, we compare im-
plicit, history-based and explicit physical information under
matched budgets, across six scenes and two model families,
with closed-loop evaluation on a locked test split. Second,
in a point-flow world model, we separate the value of an
explicit mobility factor into a stopping effect carried by an
output constraint and a smaller effect of factor conditioning
on movable objects. We set both against a larger model and
a model-free stopping rule. Third, we show that phantom tar-
get motion captures a decision-relevant error: the estimated
factor reduces it by 40% and the wasted push by 37%, but
the moving-point error by 4%.

2. Related Work
World models for manipulation. Action-conditioned
world models have been learned in latent spaces trained by
reconstruction [11, 12] or by latent consistency [13], in pixel
space with diffusion [1], in object-centric latents [8], and in
the feature spaces of pretrained visual encoders [2, 42, 66].
Particle and graph models predict the motion of points or
object parts and plan through it [26, 37, 38, 64], and recent
3D point world models scale this idea to diverse objects
and real scenes [6, 14, 57]. PointWorld [14] predicts the
3D motion of scene points from RGB-D input with gripper
points as the action and plans with model-predictive path
integral control [52]. For articulated objects, Local World
Models [30] learn joint-type-agnostic part dynamics from
part point clouds, affordance points and proprioception and
study their scaling. These models receive physical properties
only through what the observation and the interaction reveal.
We use two of them, PointWorld and DINO-WM, to ask
what changes when a hidden property is supplied explicitly.

Explicit and implicit physical information. One line of
work supplies physical parameters to learned dynamics, as
node features of learned simulators [37, 64], as modulation
of the network [24], or as morphology descriptors [5, 56].
Others identify differentiable physics from images [25, 46],
and a structured use of a parameter can make predictions
follow counterfactual changes of it [3, 50]. Another line
infers the parameters, or a belief over them, from interaction
history [21, 22, 58]; in legged locomotion such a latent out-
performs explicitly identified parameters while an oracle re-

mains best [21]. The properties themselves can be estimated
from interaction [9, 15, 16, 55], vision-language priors [47]
or video models [60]. Articulation models are recovered
from interaction [18, 27, 33], tracking [49] or video [61].
They guide manipulation through actionability maps [29]
and articulation flow [7], or replace a learned model by an
explicit digital twin [17]. Closest to our question, Tan et
al. [40] measure which physical parameters latent predictive
representations retain, and Joseph et al. [19] probe how video
world models encode physical quantities. Thorpe et al. [43]
argue that world models must represent hidden physical
structure explicitly. None of these works compares implicit,
history-based and explicit physical information within one
learner under matched budgets in closed-loop control.

Evaluating world models by the decisions they sup-
port. Model accuracy and control performance can dis-
agree [23, 51], which has motivated models trained to be
accurate where the decision requires it [10, 44] and analyses
of what a latent state must retain for control [20]. Closed-
loop and physics benchmarks find that visual quality does
not guarantee task success or physical faithfulness [4, 62, 63].
Yu et al. [59] argue for decision-centered evaluation of world
models. Wang et al. [45] show in controlled planning do-
mains that the decision-relevant part of the prediction error
predicts planning quality where the total error does not. Our
phantom motion is an instance of this idea for a target that
cannot move.

3. Study Design

Our goal is to measure how the value of a physical factor
changes with the way the information reaches the world
model, while everything else stays fixed. Figure 2 shows
the three ways in which physical information can reach a
decision in our study.

3.1. Problem formulation
At time t the robot observes the scene with two calibrated
RGB-D cameras. Following PointWorld [14], the observa-
tion is a set of scene points Xt = {xit}Ni=1, xit ∈ R3, with
appearance features, and the action is represented by points
sampled on the parallel-jaw gripper. The robot commands
gripper increments δτ ∈ R3, and Gt:t+T denotes the gripper
points along the commanded trajectory over the next T = 10
control steps. We write the scene evolution in simplified form
as Xt+1 = f(Xt, δt; z), where z collects hidden physical
properties that are not a function of the current observation.
A world model Fθ predicts the displacements of all scene
points over the horizon,

∆̂t+1:t+T = Fθ
(︁
Xt, Gt:t+T , ct

)︁
, x̂it+τ = xit+∆̂i

t+τ ,
(1)
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Storage Table drawer Appliance door Sliding window Clutter Tall object

Figure 1. The six scenes. In the first four, the pushed part of an articulated object is free, locked, or stopped by a hidden limit. In the clutter
scene, the target and the object in its path are each either movable or fixed to the table. In the last scene, the friction and the height of the
center of mass of a tall object decide whether a push at height makes it slide, rock or topple. In every scene the hidden property cannot be
read from a single image.

Scene points Xt
and history Ht

World model Fθ
(PointWorld)

Output
projection Π

MPPI cost J
on target points

Command
δt

Candidate gripper trajectory Gt:t+T
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Figure 2. How physical information reaches the decision. The world model predicts the motion of the scene points for candidate gripper
trajectories, and MPPI scores the predicted motion of the target. An explicit factor, estimated from segmentation, contact force and point
motion or given by an oracle, can condition the learned dynamics (blue) or constrain the predicted motion through an output projection
(green). A force stopping rule acts on the same sensing without a world model (orange).

where ct is the additional information that distinguishes
the four settings of Sec. 3.3. Within PointWorld, all four
information settings are trained with the same objective,

L(θ) = 1

T |V |

T∑︂
τ=1

∑︂
i∈V

⃦⃦
Nτ

(︁
∆̂i
t+τ

)︁
−Nτ

(︁
∆i
t+τ

)︁⃦⃦2
2
, (2)

where ∆i
t+τ = xit+τ − xit is the true displacement, V the

set of visible points, and Nτ standardizes displacements
with statistics computed once per scene on the training split.
This is the released PointWorld objective without its learned
uncertainty term.

3.2. Scenes and hidden factors
Mobility. The first factor is the mobility of the pushed
body, that is, whether it can move and how far. Four
scenes use articulated objects from PartNet-Mobility [54]
simulated in ManiSkill [41], namely storage furniture with
drawers and revolute doors, table drawers, appliance doors
and sliding windows. For a part with joint coordinate
q ∈ [qmin, qmax], the hidden state restricts the reachable in-
terval to [qt−u−

t , qt+u+
t ] around the current value qt, where

u±
t is the remaining travel in each direction. The part is free

(travel given by the joint limits), locked (u+
t = u−

t = 0), or

limited. A limited part has a stop between 5 and 30 mm (pris-
matic) or 0.05 and 0.30 rad (revolute) from its joint value
at the start of the episode. Its appearance is identical in all
three states. The clutter scene places four to six boxes and
cylinders on a table, with one neighbor always in the path of
the target. Objects belong to a light-colored item class that
is movable with probability 0.8 or to a dark fixture class that
is fixed with probability 0.8. Appearance is thus informative,
but a hidden minority contradicts it. An episode is free when
the target and its path neighbor are both movable, locked
when the target is fixed, and limited when the target moves
until it meets a fixed neighbor.

Tipping. The second factor governs a dynamic outcome
rather than a kinematic constraint. A tall box or cylinder
of height h ∈ [12, 24] cm and half width r is pushed at
height hp ∈ [0.45h, 0.85h]. Its friction coefficient µ is
drawn from [0.10, 0.55] and the height of its center of mass
from [0.25h, 0.55h]. A quasi-static push starts a tilt rather
than a slide when µhp > r, and the height of the center of
mass then decides whether the object rocks back or topples.
We call an object tippable when µ > r/hp.
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Data. Training clips come from scripted pushes against the
visible face of the target, mixed with slow pushes, pauses,
retreats and side steps, so that the models see parts both
move and stop. A clip holds the current frame, five history
frames and ten future frames. Training and evaluation use
disjoint objects or layouts, with 13.7k to 19.6k training clips
per scene (Sec. A).

3.3. Information settings
The four settings differ in the physical information supplied
to the model through ct of Eq. (1),

cIt = ∅, cHt = Ht, cEt =
(︁
Ht, ϕ̂t

)︁
, cOt =

(︁
Ht, ϕt

)︁
,

(3)
for Implicit, History, History + estimated factor and His-
tory + oracle factor. In PointWorld, the two factor settings
additionally constrain the predicted motion through the out-
put projection of Sec. 3.4. The history Ht = {xit−k−xit}5k=1

holds the displacement of every scene point over the five
previous frames. It carries the evidence of the warm-up
interaction.

The factor ϕt = ϕ(z,Xt) is a per-point field f i ∈ R16;
it depends on the state because the remaining travel does.
For mobility, a point of the pushed part with joint axis a and
pivot o receives

f i =
(︁
a, xit − o, di, ω, γ, mi, u+

t , u
−
t

)︁
, (4)

where di is the unit direction of allowed motion, ω the angu-
lar axis (a for a revolute and zero for a prismatic joint), γ a
confidence and mi the part membership; channels are zero
outside the part. In the clutter scene the geometry channels
are empty and u±

t is zero for the points of fixed objects. For
tipping the field holds the offset of each point of the target
from its center of mass and the friction coefficient µ.

The estimate ϕ̂t uses the kinds of signals that a deployed
robot can measure; in our simulation the point tracks come
from the simulator. It assumes a part or instance segmen-
tation M , which we take from the simulator and which
therefore acts as a perfect segmenter. It also uses the contact
force F between gripper and target, which a robot can derive
from its joint torques. When at least 16 part points have
moved by more than 2 mm, a rigid fit

(R⋆, b⋆) = arg min
R∈SO(3), b

∑︂
i∈M

⃦⃦
Rxit−5 + b− xit

⃦⃦2
2

(5)

gives a rotation axis and pivot if the rotation exceeds 1◦ and
a translation axis otherwise; with less motion the geometry
channels stay empty. The part is declared blocked when

βt = ⊮
[︂
F̄t > F0 ∧ 1

|M |
∑︁
i∈M ∥xit − xit−1∥ < ϵ

]︂
, (6)

with F̄t the mean force over the last two steps, F0 = 20N
and ϵ = 0.5mm; a blocked part receives zero remaining

travel. In the clutter scene the estimate starts from the ap-
pearance prior of each object class and is overridden by
motion and by Eq. (6). In the tipping scene the estimate is
µ̂ = max(µ0, r/hp) if the object tilted during the warm-up
push, µ̂ = min(µ0, r/hp) if it slid, and µ̂ = µ0 otherwise.
The prior is µ0 = 0.325, and the center of mass keeps a fixed
prior. The estimate thus adds force and segmentation to the
history. The oracle separates the effect of exact physical
information from estimation error.

3.4. World models and factor injection
PointWorld. PointWorld [14] lifts frozen DINOv3 [39]
features to the scene points and encodes each point into a
feature ei. A Point Transformer V3 [53] dynamics network
then predicts the displacements, taking the gripper points as
additional points. We use the 51.1M-parameter configuration
and train it from scratch for each setting, scene and seed. All
settings of a scene use the same clips, order and number of
steps (65 to 75 passes over the training clips), with batch
size 128 and learning rate 10−4. The information ct enters
as

ei ← ei +Aψ
(︁
f ic ⊘ σ

)︁
, (7)

where f ic concatenates the history and factor channels of
point i (zero for Implicit), σ normalizes each channel group
by its root mean square on the training split, and Aψ is a
two-layer perceptron. Its last layer is initialized to zero, so
every setting starts from the same function and has the same
number of parameters.

For the mobility factor, the predicted displacements of
the part are additionally projected onto the motions that
the factor allows. With ρi = xit − o, its component pi =
ρi − (a⊤ρi)a orthogonal to the axis and vi = a × pi, the
projection Π replaces ∆̂i for i ∈M by

Π(∆̂)i =

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩
0 if u+

t = u−
t = 0,

clip
(︁
s̄,−u−

t , u
+
t

)︁
a prismatic geometry,

(cos θ⋆ − 1) pi + sin θ⋆ vi revolute geometry,

∆̂i no geometry,
(8)

where s̄ = 1
|M |

∑︁
j∈M a⊤∆̂j is the mean

predicted travel along the axis and θ⋆ =
clip

(︁
atan2

(︁∑︁
j w

j⊤vj ,
∑︁
j w

j⊤pj
)︁
,−u−

t , u
+
t

)︁
is

the rotation angle that best explains the predicted positions,
with wj = ρj + ∆̂j − (a⊤ρj)a. In the clutter scene the
geometry is empty and the first case applies to the points of
every object marked as fixed. In the tipping scene the factor
imposes no kinematic constraint and Π is the identity. This
injection was chosen among five schemes on validation clips
of the storage scene before any other experiment (Sec. H).
Equations (7) and (8) are the two roles of the factor that
Sec. 4.2 separates.
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DINO-WM. DINO-WM [66] encodes each frame into
patch features Zt ∈ RP×D with a frozen DINOv2 en-
coder [32] and predicts the next frame with a causal vision
transformer,

Ẑt+1 = Pθ
(︁
Zt−K+1:t, η(δt−K+1:t), κ([gt−K+1:t; c

′])
)︁
,

(9)
where η and κ embed the actions and the proprioception
(the gripper position g) and are concatenated to every patch
feature. We stack the two camera views into one image,
with frames three control steps apart, and use K = 1 for
Implicit and K = 5 for the history settings. The factor
settings append a two-dimensional factor vector c′ to the
proprioception. It holds the movability of the target and of
its path neighbor in the clutter scene, and µ and the center-
of-mass height in the tipping scene.

3.5. Closed-loop evaluation
Task. Each episode starts with five blind push steps along
the inward normal of the visible face of the target, which
gives the history settings their evidence. The robot must
then bring the target coordinate q from qstart to q⋆, using at
most 40 commanded increments with ∥δτ∥ ≤ 15mm. Here
q is the joint value, or the displacement of the target along
the push direction, and q⋆ − qstart is 2.5 cm for prismatic
joints, 0.2 rad for revolute joints and 4 cm for the clutter and
tipping scenes. A scripted push that keeps pushing into the
face serves as a model-free reference.

Planner. With PointWorld we plan with model-predictive
path integral control [52]. For a candidate sequence of incre-
ments δ1:Hp over Hp = 30 steps, the cost is

J(δ1:Hp) =
1

Hp|M |

Hp∑︂
τ=1

∑︂
i∈M

⃦⃦
x̂it+τ − xi⋆

⃦⃦2
2

+ λp

Hp∑︂
τ=1

∥δτ∥2 + λrRreach(δ1:Hp),

(10)

where M is the set of target points, xi⋆ their goal positions
at q⋆, λp = 10−4, λr = 0.1, and Rreach penalizes leaving
a 40 cm reach radius. Candidates are cubic splines, every
iteration also scores holding still and half of the current mean,
and the planner executes five steps and replans (Sec. C). With
DINO-WM we use its cross-entropy-method planner [36]
with an image goal Z⋆ rendered with the target and the
gripper at their goal poses and the cost

Jimg =
1

|Ω|
∑︂
p∈Ω

⃦⃦
Ẑt+H′,p − Z⋆p

⃦⃦2
2
+ λ′

p

3H′∑︂
τ=1

∥δτ∥2, (11)

where the horizon is H ′ = 5 model steps of three control
steps each. The set Ω = Ωtarget\Ωrobot contains the patches

covered by the target and not by the robot in the goal image,
and λ′

p gives the path term the same share of the cost as in
Eq. (10). All settings of a model share the planner and its
parameters.

Metrics. For a free target we report the success rate
⊮[|q40 − q⋆| ≤ ϵq] with ϵq = 8mm or 0.05 rad, where
overshooting counts as failure. For a locked target, and for a
limited target whose stop lies short of the goal, no plan can
succeed, and we report the wasted push

W =

40∑︂
τ=1

∥δτ∥2, (12)

the total commanded gripper path; a model that recognizes
the constraint stops early, and the scripted push reaches
320 mm. A model-independent probe finds the goal reach-
able in about one fifth of the limited articulated episodes
and in about a third of the limited clutter episodes. These
episodes are scored by success instead (Sec. D). In the tip-
ping scene we report success with the object upright at the
end (final tilt below 30◦) and the toppling rate on tippable
objects. Each scene is evaluated on 80 to 314 episodes with
objects or layouts of the test split (Sec. A).

Decision-relevant prediction error. A planner facing a
locked target mainly needs to know whether pushing will
move the target. On the locked test clips we therefore mea-
sure the phantom target motion

Φ =
1

|M |
∑︂
i∈M

⃦⃦
∆̂i
t+T

⃦⃦
2
, (13)

the displacement that the model predicts for a target whose
true displacement is zero, which the planner can mistake for
progress in Eq. (10). For tipping, the analogous quantity is
|∠R̂−∠R|, the error in the rotation angle of the target. Here
R̂ and R solve Eq. (5) between xt and the predicted or true
positions at t + T . To compare metrics across models we
use the Pearson correlation between a single-step metric and
W after subtracting the mean of each scene from both.

Controls. Three controls act on the PointWorld models at
test time only. The test-time projection applies Π of Eq. (8),
driven by the estimated or the oracle factor, to the predictions
of an History model whose input never contained the factor.
The force stopping rule holds the gripper still for the rest of
the episode from the first replanning step at which βt = 1 in
Eq. (6), on top of the History planner or the scripted push.
Perception noise perturbs only the inputs of the estimator. It
adds Gaussian noise of 10 N to each force reading, misla-
bels 20% of the segmented points, or adds Gaussian noise
of 1 mm to each tracked point. A fourth control retrains
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History + estimated factor with the adapter of Eq. (7) alone,
without the projection.

Statistics. In simulation, PointWorld results average three
training seeds and three planner seeds, and DINO-WM re-
sults two training seeds. The controls use the first planner
seed and are compared with the same runs of the main mod-
els. Per episode we average over seeds and test the mean
paired difference to History with a bootstrap over episodes.
We mark differences whose 95% interval excludes zero,
and averages over scenes are tested by resampling episodes
within each scene.

4. Results
4.1. Explicit mobility changes decisions where the

target cannot move
Table 1 reports single-step prediction and closed-loop control
for the five mobility scenes. Averaged over the four scenes
other than the sliding window, the estimated factor lowers
the moving-point error on free clips from 7.44 to 7.16 mm
relative to History, a change of 4%. In closed loop the
History + estimated factor setting pushes 245 mm on average
before stopping, against 391 mm for History and 417 mm
for Implicit, and the difference to History is significant in all
four scenes. On limited targets whose goal lies beyond the
stop the wasted push falls from 359 to 277 mm, significantly
in the articulated scenes but not in the clutter scene (414 to
396 mm). Success on free targets rises from 62% to 67%
on average, mainly in storage furniture (48% to 66%) and
appliance doors (59% to 66%), while the table drawer loses 4
points. The oracle factor removes the wasted push on locked
targets almost entirely, because the output projection holds a
part with zero remaining travel still (Sec. 4.2).

The sliding window shows what happens when history
already identifies the factor. A sash moves along a single
rail, so five frames of a push reveal its state. The History
model predicts a phantom motion of only 0.27 mm, and the
estimated factor does not shorten the push significantly.

4.2. Two roles of the factor
The factor reaches PointWorld as an input to the point en-
coder (Eq. (7)) and as a projection of the predicted motion
(Eq. (8)). Table 2 separates the two on the five mobility
scenes. The History + estimated factor models shorten the
push against locked targets by 122 mm relative to History.
Applied at test time to History models that never received the
factor, the estimated projection alone shortens it by 107 mm,
and the oracle projection removes it entirely. Retraining
History + estimated factor with the input alone shortens it by
54 mm, and on unreachable limited targets by 19 of 76 mm.
A network that is free to use the factor thus learns only part
of the constraint that the projection imposes.

The two mechanisms differ on free targets. Factor con-
ditioning raises success over History by 4.9 points with the
projection and by 3.2 points without it. The test-time pro-
jection alone adds 1.5 points, which is not significant. The
benefit of conditioning beyond the projection alone is 3.5
points (interval [0.7, 6.4]), mostly in the storage scene.

4.3. Stopping does not need a world model

The stopping behavior relies on the same evidence as the
estimator, a high contact force on a target that does not
move. We therefore compare it with a rule that acts on this
evidence directly. Added to the History planner, the force
stopping rule wastes 42 mm on locked targets and 112 mm on
unreachable limited targets. This is less than every learned
setting without oracle information (Tab. 2), and success on
free targets stays at the level of History. The decision to
stop thus follows from contact sensing alone. The rule does
not improve the pushing of movable targets, which is where
factor conditioning helps.

The estimator tolerates 10 N of force noise and 20% of
mislabeled part points. Noise of 1 mm on the tracked points
exceeds the stillness threshold of Eq. (6), and the models
then push 37 mm farther than History (Tab. 12).

4.4. Stopping gains persist with scaling

In the clutter scene, a 411M-parameter dynamics network
trained on five times as many clips lowers the moving-
point error of History from 6.86 to 5.13 mm (Tab. 13). The
scaled History model still pushes 470 mm against fixed tar-
gets, against 450 mm for the small one, and the scaled His-
tory + estimated factor model 218 mm less (95% interval
[197, 236]).

4.5. What predicts closed-loop behavior

Figure 3 compares three single-step errors as predictors of
the wasted push on locked targets across the 60 mobility
models, with scene means removed. The standard moving-
point error, computed over all test clips, correlates with the
wasted push at r = 0.56, the static-point error on locked
clips at r = 0.64, and the phantom motion of the target
at r = 0.77. The advantage of the phantom motion over
the standard error is 0.21 (95% interval [0.10, 0.33] under a
bootstrap over models). Without the 15 oracle models the
ordering is the same (0.58, 0.60, 0.66) but the advantage of
0.08 has an interval that includes zero. On the four ambigu-
ous scenes the estimated factor removes 40% of the phantom
motion that history leaves (3.5 to 2.1 mm). This matches its
37% reduction of the wasted push, while the standard error
moves by 4%. In Fig. 4 the model without history lets a
locked part follow the gripper, and the factor settings hold it
still.
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Table 1. Mobility scenes, PointWorld, test split. Single-step errors are in millimeters: moving points of free clips, static points of locked
clips, and the phantom motion of the target on locked clips. Closed-loop columns give the success rate on free targets and the wasted push on
locked targets and on limited targets whose goal lies beyond the stop. Values average three training seeds and three planner seeds; episode
counts are listed in Table 6. †: the paired 95% interval of the difference to History excludes zero.

Single-step error (mm) ↓ Success (%) ↑ Wasted push (mm) ↓

Scene Setting Moving, free Static, locked Phantom, locked Free Locked Limited

Storage Implicit 10.32 0.331 10.18 60† 393† 371†

History 6.53 0.175 4.82 48 322 285
+ estimated factor 6.17 0.099 2.82 66† 227† 216†

+ oracle factor 5.62 0.075 0.01 66† 1† 80†

scripted push 13 320 320

Table drawer Implicit 13.59 0.208 8.57 79† 442 443
History 8.94 0.119 3.29 86 456 430

+ estimated factor 8.85 0.078 1.95 82† 269† 284†

+ oracle factor 9.67 0.049 0.02 84 0† 92†

scripted push 7 320 320

Appliance door Implicit 10.52 0.221 6.80 63 346 339†

History 7.42 0.106 2.28 59 336 308
+ estimated factor 7.20 0.090 1.51 66 220† 212†

+ oracle factor 6.50 0.061 0.00 68 0† 76†

scripted push 8 320 320

Sliding window Implicit 13.71 0.118 2.69 27 324† 454†

History 11.72 0.052 0.27 23 174 246
+ estimated factor 11.96 0.057 0.22 29† 150 192
+ oracle factor 11.81 0.040 0.05 34† 0† 108†

scripted push 14 320 320

Clutter Implicit 8.35 0.191 7.87 61† 486† 432†

History 6.86 0.149 3.64 54 450 414
+ estimated factor 6.42 0.104 2.15 54 265† 396
+ oracle factor 5.77 0.098 0.00 57† 0† 422
scripted push 3 321 320
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(a) Moving-point error, all test clips (mm)
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Figure 3. Which single-step error tracks closed-loop behavior on locked targets. Each point is one trained PointWorld model (five mobility
scenes, four settings, three seeds). The horizontal axis is (a) the standard moving-point error over all test clips, (b) the static-point error on
locked clips, and (c) the phantom motion of the target on locked clips. The vertical axis is the wasted push on locked episodes. Both axes are
centered within each scene.

4.6. Sliding versus toppling

Table 3 reports the tipping scene. History lowers the pre-
diction error on topple clips from 28.6 to 21.6 mm, but the
toppling rate on tippable objects stays at 36%. Both factors

lower it, to 31.7% with the estimated and to 29.9% with
the oracle factor, while success with the object upright is
maintained (56.8% and 55.7% against 55.5%). The estimate
separates sliding from tilting episodes rather than recovering
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Table 2. Two roles of the factor and a model-free alternative, Point-
World, mean over the five mobility scenes (first planner seed).
Success on free targets (%), wasted push on locked and on unreach-
able limited targets (mm). †: the 95% interval of the difference
to History, bootstrapped within scenes, excludes zero. Per-scene
values in Table 12.

Setting Free ↑ Locked ↓ Limited ↓

History 53.8 346 332
History + estimated factor 58.7† 223† 255†

without projection 57.0† 292† 313†

History + estimated projection at test time 55.3 239† 262†

History + oracle projection at test time 57.3† 1† 138†

History + force stopping rule 54.0 42† 112†

Table 3. Tipping scene, PointWorld, test split. Single-step errors
on slide and topple clips (moving points, mm) and the error of the
predicted rotation of the target on topple clips (degrees). Closed
loop: success with the object upright and the toppling rate on
objects able to tip (%). † as in Table 1.

Single step ↓ Closed loop

Setting Slide Topple Rot. Upright ↑ Topple ↓

Implicit 6.25 28.63 21.7 52.7 35.2
History 5.55 21.55 18.1 55.5 35.9
+ est. factor 5.96 20.09 16.4 56.8† 31.7†

+ oracle factor 5.58 18.82 15.8 55.7 29.9†

Table 4. DINO-WM in closed loop, test split, two training seeds.
Columns as in Tables 2 and 3. Of 200 episodes per scene, those
completed by every run are scored (196 in the clutter scene). † as
in Table 1.

Clutter Tipping

Setting Free ↑ Locked ↓ Limited ↓ Upright ↑ Topple ↓

Implicit 22.8 345† 322† 19.0† 24.2†

History 27.2 392 354 32.8 32.1
+ est. factor 32.6 408 372 33.0 37.3
+ oracle factor 25.5 404 349 32.8 32.9

the friction (Sec. B). With no projection to act through, its
effect comes entirely from factor conditioning, the role that
also improves pushing of movable targets (Sec. 4.2).

4.7. An image-feature world model

Table 4 repeats the comparison with DINO-WM, where the
factor is only an input. No factor setting differs significantly
from History in either scene. In the clutter scene the oracle
and estimated settings push 404 and 408 mm against a fixed
target, as far as History (392 mm). In the tipping scene all
three history settings keep the object upright in 33% of the
episodes. The factor changes predictions without improving
closed-loop stopping. Flipping the movability of the target
changes the predictions on locked clips by more than the

Table 5. Real-robot closed loop, 10 locked and 10 free layouts.
W : wasted push on locked targets (mm, mean), counted from the
first warm-up step. Lower: layouts with less push than History.
A false stop ends more than 8 mm from the goal with the last ten
commands zero.

Locked Free

Setting W ↓ Lower Success ↑
False
stop ↓

History 195 – 5/10 0/10
+ estimated projection at test time 152 8/10 5/10 0/10
+ estimated factor 130 8/10 7/10 0/10
+ force stopping rule 40 10/10 5/10 0/10

predicted change of the scene, and the true factor predicts
the next frame better (Sec. E). Without a projection, the
factor enters the decision only through the learned dynamics,
which in PointWorld also recover only part of the constraint
(Sec. 4.2).

4.8. Real-robot evaluation

We repeat the stopping comparison on a real arm (Tab. 5;
setup in Sec. J). An SO-101 arm pushes a coffee capsule
among other capsules, a real counterpart of the clutter scene.
Double-sided tape under its base locks the target, and a free
target stands on the same tape with the liner on. The models
receive a 4,096-point cloud from monocular depth in two
RGB views and motion history from tags on the capsule lids.
The elbow servo load replaces the contact force of Eq. (6).
History and History + estimated factor are fine-tuned from
their clutter checkpoints on 36 scripted pushes recorded on
the arm.

We compare four settings of Tab. 2: History, the estimated
projection applied at test time, History + estimated factor,
and the force stopping rule. All use the MPPI planner of
Sec. 3.5 on 10 locked and 10 free layouts. After a warm-up
push of five 8 mm steps, the arm must move the target 4 cm
within 40 steps in total. On locked targets we report the
wasted push W of Eq. (12), counted from the first warm-up
step.

On locked targets History pushes 195 mm on average.
Applied to the same model at test time, the projection short-
ens this by 43 mm to 152 mm, and History + estimated factor
shortens it by 65 mm to 130 mm. Both push less than History
in 8 of the 10 layouts. The force stopping rule pushes only
the 40 mm of the warm-up in every layout. On free targets
History + estimated factor reaches the goal in 7 of 10 layouts
and each other setting in 5 of 10, and no setting stops falsely.
As in simulation, the output constraint shortens the push
against locked targets, the contact rule stops earliest, and
History + estimated factor reaches the most free goals.
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5. Conclusion
Explicit physical information helps a manipulation world
model beyond observation history in ways that depend on
how the information is used. Constraining the predicted mo-
tion improves decisions about blocked objects, often without
retraining the model. Conditioning the learned dynamics
gives smaller, scene-dependent gains on movable objects
and reduces toppling of tall objects. A simple contact rule
resolves the stopping decision better than the learned predic-
tions. Making physics explicit is thus most useful where it
changes a decision the model would otherwise get wrong.
The same ordering of stopping behavior appears on a real
arm.
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A. Data
Table 6 lists the size of each split. Objects (PartNet-Mobility
models for the articulated scenes, generated layouts for the
clutter and tipping scenes) never appear in more than one
split. Each clip contains the current frame, five history
frames and ten future frames recorded by two RGB-D cam-
eras at 320 × 180 pixels, with 4,096 scene points tracked
through the clip by the simulator and 400 points sampled
on the gripper. In each articulated episode the pushed part
is free with probability one half and locked or limited with
probability one quarter each. All main evaluation results
are reported on the test split, whose objects or layouts never
appear in training or validation, and each test episode is run
once per model and planner seed. A validation split of further
held-out objects or layouts was used to choose the injection
scheme (Sec. H) and the DINO-WM planning cost (Sec. E);
these validation results and the estimator diagnostics are
reported separately in this appendix.

Table 6. Data sizes. Objects or layouts and clips for training and
testing, and the number of closed-loop test episodes per hidden
state that finished in every run of the scene.

Objects or layouts Clips Episodes

Scene Train Test Train Test Free Locked Limited

Storage 205 46 18,327 3,685 157 79 78
Table drawer 50 10 17,177 5,839 119 61 59
Appliance door 37 8 19,354 3,340 40 20 20
Sliding window 31 6 13,717 2,932 50 27 24
Clutter 4739 1020 18,622 4,018 90 20 86
Tall object 4900 1050 19,599 4,199 200 (all)

Scripted pushes. The data-collection script plans a
collision-free approach to a face of the target that is visi-
ble from the cameras, closes the gripper, and pushes along
the inward normal of that face with small directional noise.
It never reads the joint state or the hidden factor. After the
first push segment it chooses each further segment among
pushing at 4 to 12 mm per step (45%), slow pushing (15%),
pausing (15%), retreating (15%) and side steps (10%). The
action given to the model is the commanded gripper trajec-
tory, which keeps advancing when the target is blocked.

B. Factor estimation
Mobility. The estimator receives the five history frames of
the scene points, the segmentation of the part, and the contact
force between the gripper and the part over the history. If at
least 16 points of the part moved by more than 2 mm, it fits
a rigid transform between the first and last history frames
and classifies the motion as a rotation when the rotation
angle exceeds 1◦, recovering the axis and pivot, and as a
translation otherwise. It marks the part as blocked when the

mean contact force over the last two history steps exceeds
20 N while the part moved less than 0.5 mm in the last step,
and then sets the remaining travel to zero in the direction of
the observed motion, or in both directions if the part never
moved. Otherwise the remaining travel is set to a cap of
0.3 m. When the part has not moved, the geometry channels
stay empty and only the part mask and the travel are filled.

Clutter. The estimate starts from the class prior (items
movable, fixtures fixed). An object that moved by more than
3 mm over the history is set to movable, and the target is set
to fixed when the contact force exceeds 20 N while it stays
still. On validation episodes the estimate of the target agrees
with the truth in 96% of episodes at the first planning step
and in 81% at the last, where blocked limited targets are
sometimes read as fixed.

Tipping. If the target tilted by more than 3◦ during the
history, the friction is set to the larger of the prior (0.325)
and the ratio of the half width to the push height, which is
the friction at which a push at that height starts a tilt. If it slid
without tilting, the friction is set to the smaller of the two.
The height of the center of mass is always the prior value
of 40% of the object height. The resulting friction estimate
separates sliding from tilting episodes and correlates with
the true friction at r = 0.31 over the 4,199 test clips.

C. Training and planning details

Table 7 lists the parameters of each model and Tab. 8 the
settings used for training, planning and estimation. All set-
tings of a model share these values; the four information
settings differ only in the inputs and the projection described
in Secs. 3.3 and 3.4.

Table 7. Model components and parameter counts. The factor
adapter is present in every PointWorld setting, so all settings of
a model have the same number of parameters. The DINO-WM
predictor has 20.0M parameters with K = 1 and 20.3M with
K = 5; its image decoder is trained but not used for planning.

Model Component Parameters Trained

PointWorld (S) DINOv3 ViT-L encoder 303.2M no
Dynamics network 51.1M yes
Factor adapter Aψ 22.7k yes

PointWorld (B) DINOv3 ViT-L encoder 303.2M no
Dynamics network 411.0M yes
Factor adapter Aψ 39.2k yes

DINO-WM DINOv2 ViT-S/14 22.1M no
Predictor 20.0–20.3M yes
Action, proprio. embeddings <0.2k yes
Image decoder 10.1M yes
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Table 8. Training, planning and estimation settings.

PointWorld training
Optimizer AdamW, learning rate 10−4 (constant),

weight decay 0.01, gradient clipping at norm
5

Batch 16 clips on each of 8 GPUs (128)
Steps 10,000 (8,000 for the sliding window); 65 to

75 passes over the training clips
Seeds 3 training seeds per setting and scene
Clip 1 current, 5 history and 10 future frames;

4,096 scene points, 400 gripper points; two
cameras at 320× 180

MPPI planner (PointWorld)
Horizon 30 steps, predicted in three model calls of 10

steps
Sampling 32 samples, 3 iterations, cubic splines

through knots at steps 0, 10, 20, 30; knot
noise 3 cm, decay 0.6 per iteration

Weights temperature β = 0.02 times the cost range;
λp = 10−4, λr = 0.1, reach radius 40 cm

Execution 5 steps per replan, 8 replans (40 steps); plan-
ner seeds 0, 1, 2

DINO-WM training and CEM planner
Training batch 32; predictor and embeddings at 5 ×

10−4, decoder at 3 × 10−4; 8 epochs (Im-
plicit) or 15 to 16 epochs (history settings),
about 30k steps

Input two views stacked into one 224×224 image;
frames 3 control steps apart; K = 1 (Im-
plicit) or K = 5

CEM 300 samples, top 30, 30 iterations, horizon
5 model steps, 2 model steps executed per
replan

Path cost λ′
p set so that a steady 8 mm push over the

horizon costs 2% of the initial goal cost

Task and estimator
Task 5 warm-up push steps, at most 40 com-

manded steps of at most 15 mm; success
within 8 mm or 0.05 rad

Mobility estimator rigid fit on at least 16 points moved by more
than 2 mm; rotation above 1◦; blocked if
F̄t > 20N and part motion below 0.5 mm

PointWorld. We use the released code and objective with-
out its learned-uncertainty term. The step count is the num-
ber of steps for 60 passes over the training clips, rounded up
to a multiple of 2,000. Normalization statistics are computed
once per scene on the training split and shared by all settings,
and the final checkpoint is evaluated without selection.

MPPI. The planner optimizes gripper translation with the
orientation fixed. Before each of the three model calls the
factor is recomputed at the predicted state: the oracle travel
is reduced by the predicted motion along the axis, and the
estimate is recomputed from the predicted history. Every
iteration also scores holding still and half of the current mean,
and the executed plan is the cheaper of the final weighted
mean and the best sample. The plan is shifted for warm

starting.

DINO-WM. Both camera views are encoded as JPEG at
quality 90, stacked vertically and letterboxed. Action and
proprioception are embedded to 10 dimensions and concate-
nated to every patch feature, and the factor is appended to
the three-dimensional gripper position before embedding.
The action is the commanded gripper increment of each of
the three control steps between frames. A training window
holds K context frames and the next frame; at test time,
history frames that precede the recorded episode repeat its
first frame.

D. Limited episodes
In the articulated scenes the stop of a limited part is drawn
from a fixed random stream when the episode is created, so
it can be recomputed exactly for every episode; no recorded
joint position of any run leaves the recomputed stop. The
goal of a limited episode is reachable when it lies inside
the stop up to the success tolerance. In the clutter scene the
fixed neighbor can deflect the target sideways and no closed
form exists, so reachability is decided by a probe that does
not involve any evaluated model: from the same initial state,
scripted pushes along the push direction rotated by −20◦,
−10◦, 0◦, 10◦ and 20◦ in the table plane advance 8 mm per
step for 40 steps, and the episode counts as reachable when
any of them brings the target within tolerance of its goal.
Table 9 gives, on the test split, the share of reachable limited
episodes, the success rate on them, and the commanded
gripper path over all limited episodes.

Table 9. Limited episodes. n: limited episodes; Reach.: share
with a reachable goal (%); success on the reachable ones (%)
and commanded gripper path over all limited episodes (mm) for
Implicit, History, History + estimated factor and History + oracle
factor.

Success, reachable Path, all limited

Scene n Reach. I H E O I H E O

Storage 78 22 49 33 61 71 343 272 215 106
Table drawer 59 10 56 67 67 67 424 407 281 101
Appliance door 20 15 93 96 100 96 307 282 201 91
Sliding window 24 29 13 11 14 14 398 210 191 124
Clutter 86 31 66 53 55 54 382 368 350 372

E. Factor use and planning cost in DINO-WM
Does the model use the factor? For 160 held-out slices of
the clutter scene, we predicted the next model step once with
the true factor and once with the movability of the target
flipped, keeping images, history and actions fixed. Table 10
reports the change between the two predictions relative to the
change the model predicts for the scene, and the prediction
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errors against the observed next frame. On locked slices the
flip changes the prediction by more than the predicted scene
change itself, and in every state the true factor predicts the
next frame better than the flipped one.

Table 10. Counterfactual factor check, DINO-WM, clutter, seed
0. Effect: mean squared feature difference between predictions
with the true and the flipped factor, relative to the predicted scene
change. Errors: mean squared feature error against the observed
next frame (×103) with the true factor, the flipped factor, and a
prediction that nothing changes.

Model State n Effect True Flipped Static

+ oracle factor free 70 0.32 104.7 120.2 135.0
limited 56 0.29 87.8 92.7 102.1
locked 34 1.54 70.9 84.8 84.0

+ estimated factor free 70 0.29 103.7 118.4 135.0
limited 56 0.27 86.8 92.3 102.1
locked 34 1.01 73.3 79.9 84.0

Planning cost. The planner of Sec. 3.5 differs from the
original DINO-WM planner in three respects, fixed on vali-
dation episodes before any test run. The cost excludes the
patches covered by the robot in the goal image, it penalizes
the commanded path, and it scores holding still and half of
the mean at every iteration. Without these changes, moving
the gripper towards its goal pose lowers the image cost even
when the target does not move, and all settings push against
locked clutter targets for 460 to 500 mm. Table 11 reports
all settings under the original cost. Under either cost, the
explicit factors do not shorten the push against fixed targets.

Table 11. DINO-WM with the original planning cost (image goal
including the robot, no path penalty, no hold candidate), validation
episodes. Columns as in Table 4, with all limited episodes in the
Limited column.

Clutter Tipping

Setting Free ↑ Locked ↓ Limited ↓ Upright ↑ Topple ↓

Implicit 29.5† 461 435† 37.0 24.6†

History 52.3 474 452 40.2 32.0
+ est. factor 53.8 486 455 40.8 34.4
+ oracle factor 43.2 499† 462 41.2 41.4†

F. Controls per scene
Table 12 lists the controls of Secs. 4.2 and 4.3 for each mo-
bility scene, with the first planner seed and three training
seeds. The stopping rule and the test-time estimated pro-
jection shorten the push against locked targets significantly
in every scene. The retrained input-only setting does so in
three scenes, by less than History + estimated factor with the

projection, is indistinguishable from History in the storage
scene, and pushes farther than History in the sliding window,
where history already resolves the factor. The estimator tol-
erates 10 N of force noise and 20% of mislabeled part points.
Noise of 1 mm on the tracked points exceeds the stillness
threshold of Eq. (6), and the models then push 37 mm farther
than History (Tab. 12).

G. Scaling
The scaled model uses the PTv3-B configuration of the re-
leased code (predictor width 256, 411M dynamics param-
eters) and the clutter training set enlarged from 18,622 to
93,350 clips with new layouts generated by the same pro-
cedure, with the normalization statistics of the original data
and the same procedure for the step count (44k steps, about
60 passes). One training seed is run per setting. Table 13
lists the results next to the 51M-parameter models.

H. Injection schemes
The way a factor is injected changes its effect [34, 50], so
we compared five schemes for the oracle mobility factor in
the storage scene with training seed 0 on validation clips
and episodes (Tab. 14): additive adapters with a normal-
ized or a zero-initialized output [65], conditional normaliza-
tion [34, 35], joint tokens, and the zero-initialized adapter
with the output projection [28]. A rule fixed before training
selected the scheme on single-step errors alone; the projec-
tion gave the lowest errors. The closed-loop columns, com-
puted afterwards, anticipate Sec. 4.2: with the four schemes
that use the factor only as an input, the model given the true
factor still pushes between 115 and 351 mm against a locked
door.

I. Selection of the qualitative examples
The examples of Fig. 4 use the seed-0 models of the tables
and were chosen by rules fixed before any prediction was
rendered. Each prediction panel shows the first locked held-
out clip, in shard order, in which the gripper advances by
more than 2 cm and the contact force at the current frame
exceeds 20 N.

J. Real-robot implementation and evaluation
J.1. Hardware and perception
Figure 5 shows the setup and the input of the model. This
section follows the input in the order in which it is computed:
camera images, depth and point cloud, tag motion history,
servo load and factor estimate.

Arm and objects. The arm is an SO-101 follower arm
with STS3215 servos in position control. Its position gain
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Figure 4. Predicted motion of the target over ten steps on locked held-out clips (arrows magnified six times; titles give Φ of Eq. (13)). The
true motion is zero, so every arrow is phantom motion. Seed-0 models; clips chosen by the rules of this section.

SO-101 arm

capsules

table tag

c

a  Overview (overhead camera)
target (taped)

neighbour
side

goal

b  Tags and poses (front camera)

400 gripper points

target

c  Gripper points (model input) d  Wrist camera

Figure 5. Real-robot setup and model input. (a) Overhead camera: the SO-101 arm, the tagged capsules and the table tags; the box marks the
region of (c). (b) Front camera: tag detections (violet) and tracked capsule poses (black rings); the arrow points from the target to its goal
4 cm ahead (dashed). (c) The 400 gripper points given to the model at the end of the warm-up. (d) Wrist camera, used only for recording.

leaves small commands up to 2.7◦ short, so each step is
re-commanded until the measured joints are within 0.4◦ of
their targets. The arm pushes with the sides of its closed
jaws, leaning 25◦ forward. The lowest gripper point starts
12 mm above the table and meets a capsule about 22 mm up
its wall. The objects are six coffee capsules, 50 mm wide
at the top, 35 mm at the base and 42 mm tall, each with a
23.7 mm AprilTag [31] on its lid. A locked capsule stands
on a pad of double-sided tape, and a free capsule stands on
the same pad with its liner on.

Cameras. A front camera with a pinhole model and an
overhead camera with a fisheye model give the input. A
wrist camera only records. The camera poses and the joint
zero offsets of the arm are fitted jointly to tag observations.
The table plane is taught with the gripper.

Point cloud. MoGe-2 [48] predicts metric depth in each
input view. Each depth map is rescaled to the calibrated
table plane, and the two views are fused in the robot base
frame. The fused cloud is cropped to the workspace, cleared
of robot points by forward kinematics, voxelized at 5 mm
and sampled to 4,096 points. The 400 gripper points are
placed by forward kinematics of the measured joint angles.

Motion history. The tag poses give the motion of each
capsule, from which the history Ht of Eq. (3) is formed;
depth builds only the current point cloud. For the stillness
test of Eq. (6), each camera intersects its ray through the tag
center with the lid plane. A still capsule then moves by 0.05
to 0.09 mm per step in the median, well below ϵ = 0.5mm.

Contact signal and factor estimate. The elbow servo
load, averaged over two steps, takes the place of F̄t in Eq. (6).
Its threshold F0 = 200 is in units of 0.1% of full scale. On
21 free and 21 locked straight pushes outside the fine-tuning
data, the load rose after contact by at most 7 and by at least
144. With F0 = 200, Eq. (6) flagged every locked push
within two steps of contact and no free push. The factor is
then estimated as in the clutter scene (Sec. B): every capsule
starts as movable, and at each replan the target is set to fixed
when Eq. (6) holds.

J.2. Model adaptation
History and History + estimated factor start from their seed-0
checkpoints of the clutter scene, with the 51.1M-parameter
dynamics network. For fine-tuning we recorded 36 scripted
push episodes on the arm in three blocks of 12, each with 7
free and 5 locked episodes. An episode has the five warm-
up steps and 30 further steps whose segments follow the
proportions of the simulation data (Sec. A). One episode per
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Table 12. Controls per scene, PointWorld, test split, first planner
seed. Success on free targets (%), wasted push on locked and on
unreachable limited targets (mm). † as in Table 1.

Setting Free ↑ Locked ↓ Limited ↓

Storage
History 46 318 284
History + estimated factor 66† 227† 217†

without projection 60† 312 298
History + estimated projection at test time 52† 223† 228†

History + oracle projection at test time 54† 0† 64†

History + force stopping rule 47 31† 80†

Est. factor, force noise 10 N 68† 240† 238†

Est. factor, 20% segmentation errors 58† 262† 256†

Est. factor, tracking noise 1 mm 60† 368† 333†

Scripted push + stopping rule 13 27 45

Table drawer
History 88 452 430
History + estimated factor 83† 267† 282†

without projection 86 289† 301†

History + estimated projection at test time 84† 312† 308†

History + oracle projection at test time 86 2† 98†

History + force stopping rule 86 68† 119†

Est. factor, force noise 10 N 86 273† 295†

Est. factor, 20% segmentation errors 77† 281† 313†

Est. factor, tracking noise 1 mm 82† 431† 451
Scripted push + stopping rule 5 60 91

Appliance door
History 58 334 302
History + estimated factor 66 218† 206†

without projection 64 252† 216†

History + estimated projection at test time 62 224† 200†

History + oracle projection at test time 68 0† 40†

History + force stopping rule 56 25† 51†

Est. factor, force noise 10 N 60 231† 232†

Est. factor, 20% segmentation errors 55 219† 229†

Est. factor, tracking noise 1 mm 47 287† 271
Scripted push + stopping rule 10 38 28

Sliding window
History 25 173 226
History + estimated factor 26 156 179

without projection 24 222† 338†

History + estimated projection at test time 25 133† 200
History + oracle projection at test time 26 1† 60†

History + force stopping rule 29 82† 70†

Est. factor, force noise 10 N 27 158 200
Est. factor, 20% segmentation errors 25 139† 162†

Est. factor, tracking noise 1 mm 35 297† 390†

Scripted push + stopping rule 14 160 165

Clutter
History 51 451 415
History + estimated factor 53 248† 391†

without projection 51 384† 412
History + estimated projection at test time 54 301† 375†

History + oracle projection at test time 53 0† 426†

History + force stopping rule 52 4† 238†

Est. factor, force noise 10 N 54 246† 383†

Est. factor, 20% segmentation errors 54 268† 388†

Est. factor, tracking noise 1 mm 56† 529† 455†

Scripted push + stopping rule 6 2 203

block is held out for validation, which leaves 33 episodes for
training. Table 15 lists the fine-tuning settings. Both settings
use the same data, schedule and learning rate, chosen on
the validation moving-point error of History. The test-time
projection and the force stopping rule act on the fine-tuned

Table 13. Scaling PointWorld in the clutter scene, test split. Moving-
point error on free clips (mm), success on free targets (%), and
wasted push on locked and unreachable limited targets (mm). PTv3-
S rows average three training seeds, PTv3-B rows use one; all rows
average three planner seeds.

Model Setting Error ↓ Free ↑ Locked ↓ Limited ↓

PTv3-S, 1× data History 6.86 53.5 450 414
+ est. factor 6.42 54.3 265 396

PTv3-B, 5× data History 5.13 58.5 470 373
+ est. factor 5.91 59.6 252 386

Table 14. Injection schemes for the oracle mobility factor, storage
scene, seed 0, validation split. Moving-point error on free clips and
static-point error on locked clips (mm); closed-loop success (%)
and wasted push on all locked and limited episodes (mm).

Injection Moving Static Success Locked Limited

Additive, normalized 8.66 0.080 64 115 241
Additive, zero init. 6.51 0.026 69 169 262
Conditional norm. 7.02 0.076 62 130 231
Joint tokens 7.36 0.132 58 351 289
Zero init. + projection 6.05 0.013 67 0 70

History model without further training.

Table 15. Fine-tuning on the real arm. History and His-
tory + estimated factor use the same values.

Initialization seed-0 clutter checkpoint of the same setting
Data 36 scripted episodes (21 free, 15 locked); 33 for

training and 3 for validation; windows every 2
steps

Clip as in simulation: 1 current, 5 history and 10 fu-
ture frames; 4,096 scene points and 400 gripper
points

Normalization statistics recomputed on the real training
episodes

Optimizer AdamW as in simulation (Tab. 8): weight decay
0.01, gradient clipping at norm 5; constant learn-
ing rate 10−5

Batch and steps 16 clips on one GPU, the per-GPU batch of sim-
ulation; 1,000 steps

Selection learning rate in {10−5, 3 ·10−5, 10−4} and 1k,
2k or 4k steps, by the validation moving-point
error of History

J.3. Evaluation protocol
Layouts and reset. A program draws each layout. The
target lies 22 to 29 cm from the robot base within ±30◦ of
the forward direction, and its goal lies 4 cm ahead in the
vertical plane of the arm. A path neighbor stands ahead of
the target, next to one or two side capsules and up to two
distractors. The operator places the capsules, guided by their
tags, until each lies within 3 mm and 2◦ of its drawn pose.
The evaluation uses 10 layouts with a locked target and 10
with a free one. Each layout is run once with every setting
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and reset to its drawn poses before each run.

Execution. Each episode starts with five warm-up steps of
8 mm along the push direction. MPPI then plans with the
cost and parameters of Sec. 3.5 and Tab. 8 and executes five
steps of at most 15 mm between replans. The gripper moves
at most 2 cm backwards or sideways, and its commanded
lowest point stays at least 5 mm above the table. The episode
ends after 40 steps, warm-up included, or once the target has
moved 8 cm. The force stopping rule holds the arm still for
the rest of the episode from the first planning step at which
βt = 1.

Metrics. A free episode succeeds when the target ends
within 8 mm of its goal in the table plane after the gripper
retreats, so a target pushed past its goal fails. A false stop is
a free episode that ends more than 8 mm from its goal with
its last ten commands zero. On locked targets W sums the
length of every commanded step from the first warm-up step,
so the warm-up contributes 40 mm. A setting pushes less
than History on a layout when its W is lower than that of
History on the same layout.
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